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What would it take
to solve any computer performance issue
in 5 days”?
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For SREs: What would it take
to solve any computer performance issue
in 5 minutes?
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Imagine solving the performance of anything

Operating systems, kernels, web browsers, phones, applications,
websites, microservices, processors, Al, etc., ...

Examples: Linux, Windows, Firefox, Google docs, Minecraft,
Amazon.com, Intel GPUs, pytorch, etc., ...

Websites should load in the blink of an eye.
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SREnext 2025

Timely performance analysis allows faster and more efficient
software/hardware/tuning options to be adopted

Good for the environment: Less cycles, energy, carbon

Good for innovation: Rewards investment in engineering
Good for companies: Less compute expense
Good for end-users: Lower latency, cheaper products
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A vision:

SREnext 2025

"Fast by Friday":

Any computer performance issue
reported on Monday
should be solved by Friday
(or sooner)
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Definitions

"Fast by Friday":

Any computer performance issue
reported on Monday
should be solved by Friday
(or sooner)

Issue: any performance analysis task, especially SW/HW evaluations

Solved by friday: doesn't mean fixed, it means root cause(s) known
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"Fast by Friday" is...

A requirement

A vision

A way of thinking

A call to action

A methodology

A practical deadline

| want to completely understand the performance of everything...in 5 days
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The first of three activities

1. Found Performance root cause(s) known
2. Fixed Fix developed
3. Deployed Fixed everywhere

(1) is often the biggest obstacle.
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The next era in computer performance analysis

Stopwatches (1950s-1960s):
Serial computing, HW optimizations only

Software metrics (1960s-2000s):
Timesharing, limited SW metrics, inference

Seeing everything (2000s-2020s):
Open source, dynamic instrumentation

Solving everything (2030s-):
New solution-based tools, Fast by Friday
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Many of my tools from the
“seeing everything” era
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The Problem

SREnext 2025
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Expected performance improvement for computing products

Product Performance: Hypothetical
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Example reality

Performance

SREnext 2025

Product Performance: Actual
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Example reality: 3 issues

Performance

SREnext 2025

Product Performance: Actual
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We, engineers, have to fix this!
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Problem: Computers are getting increasingly complex

Processor GPU
DRAM —— Processor —— Processor DRAM chiplet = chiplet  accelerators
. o e T o
. _— ; ‘
l?rldgel E-cores E-cores , 3 TPU/
_ I :
NICs HBAS ‘ IPU -~ DPU
| | 1 1
NICs |
Just one example (computer hardware) of increasing complexity. —\ HBAsS 3 DRAM
Software is worse! - eBPF S 3

Performance issues can now go unsolved for weeks, months, years
Product decisions miss improvements as analysis and tuning takes too long
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A common scenario at product vendors

Your product may be the fastest

But there's likely some config/tunable error
It's the final week of the customer eval

You have to make it fast by friday

SREnext 2025
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How

SREnext 2025
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"Fast by Friday": Proposed Agenda

Prior weeks: Preparation

Monday: Quantify, static tuning, load
Tuesday:

Wednesday:  Profiling

Thursday: Latency, logs, critical path
Friday: Efficiency, algorithms

Post weeks: Case study, retrospective
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Prior weeks: Preparation

Everything must work on Monday!

a

Critical analysis tools ("crisis tools") must be
preinstalled; E.g., Linux: procps, sysstat, linux-
tools-common, bcc-tools, bpftrace, ..

Stack tracing and symbols should work for the
kernel, libraries, and applications

Tracing (host & distributed) must work

The performance engineers must already have host
SSH root access

A functional diagram of the system must be known
Source code should be available

Current industry status: 1 out of 5

SREnext 2025
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Figure 3-2.4. Primary Guidance Path - Simplified Block Diagram

Example functional diagram
Source: Lunar Module - LM10 Through LM14 Familiarization Manual"
(1969):
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Prior weeks: "Crisis Tools"

Table 4.1 Linux crisis tool packages

Package Provides

procps ps(1), vmstat(8), uptime(1), top(1)
util-linux dmesg(1), Isblk(1), Iscpu(1)

sysstat iostat(1), mpstat(1), pidstat(1), sar(1)
iproute2 ip(8), ss(8), nstat(8), tc(8)

numact! numastat(8)

linux-tools-common linux-tools-$(uname -r)

bce-tools (aka bpfce-tools)

bpftrace

perf-tools-unstable

trace-cmd

nicstat

ethtool

tiptop

msr-tools
github.com/brendangregg/msr-cloud-tools

github.com/brendangregg/pmc-cloud-tools

perf(1), turbostat(8)

opensnoop(8), execsnoop(8), runqglat(8),

runglen(8), softirqgs(8), hardirqs(8), ext4slower(8),

ext4dist(8), biotop(8), biosnoop(8), biolatency(8),
tcptop(8), teplife(8), trace(8), argdist(8),
funccount(8), stackcount(8), profile(8), and
many more

bpftrace, basic versions of opensnoop(8),

execsnoop(8), runglat(8), runglen(8), biosnoop(8),

biolatency(8), and more

Ftrace versions of opensnoop(8), execsnoop(8),

iolatency(8), iosnoop(8), bitesize(8), funccount(8),

kprobe(8)

trace-cmd(1)

nicstat(1)

ethtool(8)

tiptop(1)

rdmsr(8), wrmsr(8)

showboost(8), cpuhot(8), cputemp(8)

pmcarch(8), cpucache(8), icache(8), tibstat(8),
resstalls(8)

SREnext 2025

No time to "apt-get update; apt-
get install.." during a perf crisis

Ubuntu added many by default in 24.04

Source: Systems Performance 2nd Edition, page 131-132

Fast by Friday: Making Performance Analysis Fast and Easy
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Monday: Quantify, static tuning, load

. 2.5.5 Problem Statement
1 . Q u a ntlfy th e p rO b I e l I l Defining the problem statement is a routine task for support staff when first responding to
issues. It’s done by asking the customer the following questions:
o Problem statement meth Od 1. What makes you think there is a performance problem?
. . 2. Has this system ever performed well? N)'Sli’lllN
2 Statl C p e rfo rm a n Ce tu n I n g 3. What changed recently? Software? Hardware? Load? I)l’l'l'()l'lllilll(‘(‘
- 4. Can the problem be expressed in terms of latency or runtime? Enterprise apdghEGlaud
Socond Ediygl >
o) Th e Syste m With out Ioad 5. Does the problem affect other people or applications (or is it just you)? w
6. What is the environment? What software and hardware are used? Versions? IR
. X i n 4 HR N oY
o Check all hardware, software Configuration? iR
Just asking and answering these questions often points to an immediate cause and solutigf ! £=
@) Ve rS i O n S , past e rro rS , CO nfi g ;l;he prolblem staterf]em has therefore be'e:n includefi‘here as its own methodology and shoj f
e the first approach you use when tackling a new issue.
@) Cove red i n SyS pe rf I have.solved perfcl)rmance i§sues over the phone by using the p}'()blem statement method alone,
and without needing to log in to any server or look at any metrics.

3. Load vs implementation B e et o 2 o, poge 4
o Just a problem of load?
o Usually solved via basic monitoring
and line charts

Current industry status: 4 out of 5 '

A familiar pattern of load
Source: https://www.brendangregg.com/Slides/SREcon_2016_perf_checklists
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Monday (cont.):

If still unsolved, we now know:

SREnext 2025

It's a real issue, of this magnitude, affecting these systems
It's not just config
It's not just load

Fast by Friday: Making Performance Analysis Fast and Easy
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Tuesday:

N 7
1. Recent issue checklist )(\
System aries
o Often need new tools for ad hoc checks N Aysteh%ce -
kets N Z Intg) ct N =

o Can now be automated by Al auto- e y<l
tuners (e.g., Intel Granulate) § [ /i‘f\ oy |
2. Elimination: Subsystems it isn't = @@

o It's impossible to deep-dive everything in Cemis lksmond
one week, need to narrow down V0 Gortroter rtace Tansoorts

o New tools to exonerate components i i% [

o Dashboards of health check traffic lights

o Include experiments: microbenchmarks

Generic system diagram

Current industry status: 2 out of 5
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Tuesday (cont.):

Current eBPF tools

*snoop, *top, *stat, *count, *slower, *dist

Supports later methodologies

Workload characterization, latency analysis, off-CPU
analysis, USE method, etc.

Future elimination tools
*health, *diagnosis
Reports: “ok”, “issue”, “ ?
“unknown”, “tool error”, etc.
Supports "fast by friday"
Analyzes existing dynamic workload

Open source & in the target code repo
E.g., Linux subsystem tools should be in Linux, like unit
tests, accepted by maintainers, and ideally written by
the original developers!

SREnext 2025

iletop opensnoop ¢ ava* no php javathreads gethostlatency
filet * g - de* php* j h. d. h 1
filelife fileslower statsnoop python* ruby* memleak
vfscount vfsstat syncsnoop mysqld_gslower shistacks sslsniff
filet: £ tat ioprofile dbstat dbslower | J
vf":ige sr‘f'zl:! scread bashreadline threadsnoop
VEitesyae: T ucalls uflow mysqld_clat pmlock pmheld
uobjnew ustat bashfunc syscount
cachestat cachetop uthreads ugc bashfunclat killsnoop
dcstat | hell
ountsncoy Y :i;na::ozsptime
icstat Applications eperm setuids
ntim elfsnoop modsnoop
bufgrow untimes 1¢. 4
feadahead exitsnoop
: . L4 e
; System Libraries ¥, Pidpazeed
trace ALk * ‘ ' ¥ cpudist cpuwalk
1 lat runglen
argdist m Call Interf; rung: 9
e NRRA T Vg
funcslower
funclatency N VFS 4 Sockets - deadlo.ck
stackcount Scheduler |  offcputime wakeuptime
profile ly- File Systems / TCP/UDP = offwaketime softirgs
/ I~~~ offcpuhist threaded
btrfsdist Volume Mana / P v pidnss mlock mheld
btrfsslower 2 ge Virtual smpcalls workg
ext4dist extdslower ) X \
nfsslower nfsdist ;4 Block Devnce/ / Net Device |\ Memory slabratetop
xfsslower xfsdist 4 oomkill memleak
zfsslower zfsdist f / / Device D,ivers]' \ \ shmsnoop drsnoop
overlayfs 1 I‘ 1 kmem kpages numamove
mdflush i ieee8021lscan| nettxlat mmapsnoop brkstack
’:c’;il::::fty aviaelatency netsize ipecn faults ffaults
biotop biosnoop superping  fmapfault hfaults
biolatency scfdsnco tcptop tcplife tcptracer qdisc-fq vmscan swapin
bitesize P tcpconnect tcpaccept \
seeksize " tcpconnlat tcpretrans hardirgs
kstat sofamil q
biopattern goo oo e men topsubnet tcpdrop criticalstat
biostacks goconnect soaccept o . Other: ttysnoop
bioerr socketio socksize tcpsynbl tcpwin
iosched goconnlat solstbyte tcPnagle tcpreset —capable llcstat >C’;‘US
blkthrot skbdrop skblife udpconnect ii’i:i’fii cpufreq

Current eBPF performance tools
Source: BPF Performance Tools, cover art [Gregg 2019]

Fast by Friday: Making Performance Analysis Fast and Easy
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Tuesday (cont.):

If still unsolved, we now know:

- It's not a recent issue
- It's caused by these components

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy
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Wednesday: Profiling

1. CPU Flame Graphs

2. Off-CPU Flame Graphs

3. GPU/AI Flame Graphs

Solves most performance
iIssues. Needs preparation!

o

o

o

(@]

More efficient with eBPF
eBPF runtime stack walkers

Impractical without eBPF

New work my team has been
doing at Intel

Off-CPU/waker time flame graph

Current industry status: 3 out of 5

SREnext 2025

Fast by Friday: Making Performance Analysis Fast and Easy

Al flame graph (PyTorch)
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Wednesday (cont.): End-of-day Status

If still unsolved, we now know:

- It's caused by these codepaths

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy
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Thursday: Latency, logs, critical path

1. Latency drilldowns

o Latency histograms

o Latency heat maps

o Latency outliers

o  Dirill down to origin of latency
2. Logs, event tracing

o Custom event logs

3. Critical path analysis

o  Multi-threaded tracing
o Distributed tracing across a distributed
environment

Current industry status: 3 out of 5

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy

Latency Heat Map

Py | s T ae . Lil [Veean—— ) "

el i b F =
Bl e N —— |

Latency heat maps
Source: https://www.brendangregg.com/HeatMaps/latency.html

TR

Distributed tracing

Source: https://www.brendangregg.com/Slides/Monitorama2015_NetflixInstanceAnalysis
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Thursday: Latency, logs, critical path

1. Latency drilldowns eBPF Tools

o Latency histograms +— *dist

o Latency heat maps

o Latency outliers <+— *slower
o  Dirill down to origin of latency

2. Logs, event tracing
o Custom event logs <— *snoop, bpftrace

3. Critical path analysis

o  Multi-threaded tracing
o Distributed tracing across a distributed
environment

"Zero instrumentation™
(when faster uprobes is done;

Current industry status: 3 out of 5  current status: https://dont-ship.it)

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy

time 54, range B40-8B0US, count: 34

Latency Heat Map
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Latency heat maps
Source: https://www.brendangregg.com/HeatMaps/latency.html
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Distributed tracing

Source: https://www.brendangregg.com/Slides/Monitorama2015_NetflixInstanceAnalysis




Thursday (cont.): End-of-day Status

If still unsolved, we now know:

- Latency has this distribution, over time, and these outliers
- Latency is coming from this specific component

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy
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Friday: Efficiency, algorithms

1. Is the target efficient? Protocol CIFS iSCSI FTP NFSv3 NFSv4
o Alargely unsolved problem Cycles(k) 2241 | 1843 | 970 | 395 485
o Cycles/carbon per request per 1k read
© Compare Wlth Sim”ar prOdUCtS Example efficiency comparisons (made up)
o New efficiency tools (eBPF?)
o System efficiency equals the Algorithm Performance
least efficient component P
7 0(nlog n)
o Modeling, theory § ’ .
2. Use faster algorithms? '
o Big O Notation ]
& T 6(egny

o)

Size of data input

Current industry status: 1 out of 5

Source: Systems Performance 2nd Edition, page 175

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy
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Friday (cont.): End-of-day Status

If still unsolved, we now know:

- The code is efficient already. There is no “problem”!

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy

32



Post weeks: Case study, retrospective

1. Document as a case study
o JIRA, wiki, gist
o External blog/talk

Including (redacted) flame graphs is great: You may
find overlooked perf issues years later from them.

o Repetition?
Add to Tuesday's "Recent issue checklist"

1. Retrospective
o How to debug it faster by friday?

Current industry status: 1 out of 5

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy

Brendan Gregg's Blog
TensorFlow Library Performance

Awhile ago | helped a colleague, Vadim, debug a performance issue with TensorFlow in an unexpected location.
| thought this was a bit interesting so I've been meaning to share it; here's a rough post of the details.

1. The Expert's Eye

Vadim had spotted something unusual in this CPU flamegraph (redacted); do you see it?:

I'm impressed he found it so quickly, but then if you look at enough flame graphs the smaller unusual patterns
start to jump out. In this case there's an orange tower (kernel code) that's unusual. The cause I've highlighted
here. 10% of total CPU time in page faults.

At Nefflix 10% of CPLI time somewhere 1Inexnactad can he a larne cosflv issle acrnss thoisands nf server

Example blog post: https://www.brendangregg.com/blog
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"Fast by Friday": My current industry ratings (5 == best)

Prior weeks: Preparation

Monday: Quantify, static tuning, load
Tuesday:

Wednesday:  Profiling

Thursday: Latency, logs, critical path
Friday: Efficiency, algorithms

Post weeks: Case study, retrospective

SREnext 2025

Fast by Friday: Making Performance Analysis Fast and Easy

We are not currently good at this
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What Needs to Change

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy

35



A way of thinking, a call for action

Perf wins that took weeks should be considered room for improvement
New tracing tools needed: health

Open source, in the code repos next to tests, written by/with the developers
Heavy use of eBPF/perf/Ftrace in the beginning, moving to code built-ins later

Crisis tools should be installed by default in enterprise distros
As with Ubuntu 24.04

Frame pointers should be compiled by default
Enabled by default recently by Fedora and Ubuntu
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Summary

SREnext 2025

Fast by Friday: Making Performance Analysis Fast and Easy
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"Fast by Friday" Summary

Prior weeks: Preparation

Day 1:

Day 2:

Day 3: Profiling

Day 4. Latency, logs, critical path
Day 5: Efficiency, algorithms

Fast by Friday:
Any computer performance
issue reported on Monday
should be solved by Friday
(or sooner)

Post weeks: Case study, retrospective

SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy
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"Fixed by Friday" (a different talk) sample

Performance Mantras: Fixed by Friday:
Any known performance bug

1. Don'tdo it reported on Monday

2. Do it, but don't do it again should have a fix by Friday
3. Doitless (or sooner)

4. Do it later

5. Do it when they're not looking

6. Do it concurrently

7. Do it cheaper

AFAIK these mantras are from Craig Hanson and Pat Crain (I'm still looking for a reference)
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Other Take Aways

Kernel superpowers, especially eBPF, are essential for such
fast in-situ production analysis

It will take all of us many years: OS changes, kernel support,
new tools, methodologies. How can you help? One step at a time!

This is the groundwork for fast by 5§ minutes: SRE dashboards
built upon new health and exoneration tools.
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Q&A Floor Map Wi-fi SSID:sre-next-2025

FREE PASS:talk-next

qF [l piamond Spo',sor7l—.z
_ Bl Piatinum
: B¢o GEilE 0 =§;3fa J.....llll.
YOU can see me |n the hIiL o5 TERINC - WP Loz 2end
““ 7 &7¥:—3§‘3\&L2;ﬁ$5’2 - -
Meet the Speaker” area Sl
next.

EZSVLTY—N
&8BN—-2

Also doing autographs
12:30-12:55 in the same
place (or anytime you find

me).
BEER
EAST HALL WEST HALL
SREnext 2025 Fast by Friday: Making Performance Analysis Fast and Easy
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Thanks

SREnext organizers

See Sohei Iwahori’s talk tomorrow: SREDQ =) DeBPF;ERRAT Y TF7v THAF
Inspiration: Jesper Dangaard Brouer

eBPF: Alexei Starovoitov (Meta), Daniel Borkmann (Isovalent), David S. Miller (Red Hat),
Jakub Kicinski (Meta), Yonghong Song (Meta), Andrii Nakryiko (Meta), Thomas Graf
(Isovalent), Martin KaFai Lau (Meta), John Fastabend (Isovalent), Quentin Monnet
(Isovalent), Jesper Dangaard Brouer (Red Hat), Andrey Ignatov (Meta), Stanislav
Fomichev (Google), Joe Stringer (Isolavent), KP Singh (Google), Dave Thaler
(Microsoft), Liz Rice (Isovalent), Chris Wright (Red Hat), Linus Torvalds, and many
more in the BPF community

Canonical: Frame pointer support and crisis tools in Ubuntu 24.04
Fedora: Frame pointer support
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